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A Mathematical Framework for Transformer Circuits



Transformer Overview

* In this paper, for simplicity:

* we do not consider layer norm and bias

logits

T

unembed

r Y

L1
é Li+2

MLP
5
[ I ® i1
ho| | h
tf .,
$ 20
embed
1

rh

rh
Wg |:rrh:z] = [ngj Wgza ] . lrh2:| s ZWS"T}L’L

The final logits are produced by applying the unembedding.

T(t) = WUil?_l

An MLP layer, m, is run and added to the residual stream. | Ong
residual

T3 = Tid + mUzia) block

Each attention head, h, is run and added to the residual stream.

i1 — I; + ZhEH-h(mi)

Token embedding.
oy — WEt



Virtual Weights and the Residual Stream as a Communication
Channel

* the high level architecture of a transformer — each layer adds results into the “residual stream”.

The residual stream 1s simply the sum of the output of all the previous layers and the original
embedding.

linear read in, linear read out
Virtual Weights R
* as residual streams are linear, we can think of implicit “virtual weights”, et 0 wih i operstione.
directly connecting any pair of layers (even those separated by many other
layers), by multiplying out their interactions through the residual stream
* see the right figure for illustrations

Each layer “writes” to the residual

Because all these operations are linear, we
can “multiply through” the residual stream.

] «..

w"~~. Multiplying out the weights
Y s, reveals "virtual weights”
v implicitly connecting

31172 | " each pair of layers.
WiWS|

Subspace and Residual Stream Bandwidth 5 B
. . . . . I Each layer “reads” ':' By using different
* the residual stream is a high dimensional vector space: layers can send fio e esidul sueam # sispacesf teresiua
different information to different layers by storing it in different subspaces ??f“wttfhy:hmlty‘t
* since every individual head operates on comparatively small subspaces e
(often 64 or 128 dimensions), and can very easily write to completely
L : 8B 70B 405B
disjoint subspaces and not interact. |
. . « 9s « . s Layers 32 80 126
* the residual stream can be interpreted as “memory” or “bandwidt Moxlel Dimension 4,096 8192 16,384
* the original token embeddings, as well as unembeddings, mostly interact fo bimension 1550 280 5
with a relatively small fraction of dimensions (experiments through PCA) Key/Value Heads 8 8 8
Peak Learning Rate 3x107* 15x107* 8x107°
Activation Function SwiGLU
Vocabulary Size 128,000
Positional Embeddings RoPE (6 = 500, 000)




Virtual Weights and the Residual Stream as a Communication
Channel

> the residual stream is hard to interpret as it communicates with

The residual stream is modified by a sequence Because all these operations are linear, we
of MLP and attention layers “reading from” and can “multiply through” the residual stream.
“writing to” it with linear operations.

100 times more neurons as it has dimensions (25 layer, 4X hidden __ o
. . £"~+. Multiplying out the weights
dimension for MLPs) RN

.
31172 | . each pair of layers.
Each layer “writes” to the residual Wi WO \‘
7

* Perhaps because of this high demand on residual stream f;:;iizﬁ
bandwidth, we've seen hints that some MLP neurons and attention ’ —

) Each layer “reads” ; By using different
heads may perform a kind of "memory management" role, s toae oo /st
. . . . . -* different information to
clearing residual stream dimensions set by other layers by reading o et oy
™ . . . . - - -
in information and writing out the negative version
 e.g. very negative cosine similarity between MLP input / output weights
residual stream residual stream
The residual Layers can interact by
stream is high writing to and reading Layers can delete
dimensional, | from the same or information from
and can be /'/ overlapping the residual
divided into e subspaces. If they stream by reading
different SUDSPACE  write to and read from in a subspace and
subspaces. \\*-\ disjoint subspaces, /"'ﬁ- then writing the
“*---: ‘i they won't interact. a negative verison
Typically the spaces .
only partially overlap.




Attention Heads as Information Movement

o which tokens to move information from is * some conclusions about attention heads:
completely separable from what information is * attention heads move information from the
“read’” to be moved and how it is “written” to the residual stream of one token to another
destination * an attention head is really applying 2 linear

operations: A and W, Wy,
» A governs which token’s information is
moved from and to
* W,Wy governs which information is read
from the source token and how it is written
into the destination token
* Attention Pattern A is the only non-linear part
rsidial steeam sidual seeam * Wy and Wk always operate together. They’re

1. Compute the value vector for each token from the residual stream (v; = Wy x;).

2. Compute the "result vector” by linearly combining value vectors according to the attention
pattern (r; = ZJ. A; jvj).

3. Finally, compute the output vector of the head for each token (h(x); = Wor;).8

Attention heads copy information from the residual stream of never lndependent SO arc WO and WV.
one token to the residual stream of another. They typically write
to a different subspace than they read from. i WQK — WQTWK, 10W I‘ank

° WOV = WOWVa also low rank



Conceptual Take-aways

* Attention heads can be understood as independent operations, each outputting a result which is added into
the residual stream.

* Attention-only models can be written as a sum of interpretable end-to-end functions mapping tokens to
changes in logits.

* These functions correspond to “paths” through the model, and are linear if one freezes the attention patterns.
* Transformers have an enormous amount of linear structure.

* Attention heads can be understood as having two largely independent computations: a QK (“query-key™)
circuit which computes the attention pattern, and an OV (“output-value™) circuit which computes how each
token affects the output if attended to.



Circuit Tracing: Revealing Computational Graphs in
Language Models



Preliminary

* Deep learning models produce their outputs using a series of transformations
distributed across many neurons.

We seeks to describe these transformations in human-understandable language.

* use raw neurons from LI Ms?

* model neurons are often polysemantic — representing a mixture of many unrelated concepts

* superposition: models must represent more concepts than they have neurons, and thus must
“smear” their representation of concepts across many neurons.

Sparse AutoEncoders (SAEs), transcoders, cross coders have emerged as promising
tools for identifying interpretable features represented in superposition

* decompose model activations into sparsely active components (“features’) = correspond to
human-interpretable concepts



Building an Interpretable Replacement Model - Architecture

Cross-Layer Transcoder
Features read from one layer and write to all following ones

> transcoders seek to faithfully approximate a densely
activating MLP layer with a wider, sparsely-activating MLP

layer (15k = 500K) n \
* Cross-Layer Transcoder Layer3 MLP [CLT

» each feature in the " layer “reads in” from the residual stream at that 4
layer using a linear encoder followed by a nonlinearity \ \

« an £'" layer feature contributes to the reconstruction of the MLP + )
outputs in layers €,€ + 1, ..., L, using a separate set of linear decoder Lvers MLP [CLT
weights for each output layer. ’

*
Transformer layer (Xnp) \
o ey | +
! * _—a [ Layer 1 MLP [ CLT
—'—)[Attention] ‘ MLP input }—)(Transcodeﬁ—ﬁ MLP outpﬂ SAE : I *
: ¥ A _— |
| | ] MLP ! Neuron Feature
'\ ________________________________________ ) Residual
stream

Figure 1: A comparison between SAEs, MLP transcoders, and MLP sublayers for a transformer-
based language model. SAEs learn to reconstruct model activations, whereas transcoders imitate Figure 1: The cross-layer transcoder (CLT) forms the core architecture of our replacement model.
sublayers’ input-output behavior.

. . D Ameisen, et al., "Circuit Tracing: Revealing Computational Graphs in
Dunefsky, et al., “Transcoders Find Interpretable LLM Feature Circuits”, 2024 ’ C Soe e / /
Language Models", Transformer Circuits, 2025.



Building an Interpretable Replacement Model - Architecture

Cross-Layer Transcoder
Features read from one layer and write to all following ones

To run a CLT, let x* denote the original model’s residual
stream activations at layer .

= JumpReLU (W, ncxf) 5 B )
? ﬁi : Layer 3 MLP [ CLT
£ _ o' ¢ ” /'y
y o = Waec " a 0 6
£r=1 N
* To train a CLT, we minimize a sum of two loss function: ]
L Layer 2 MLP CLT
_ S f 2|2 4
Lyse = E [5aad|
‘= +
A
{’ Layer 1 MLP [CLT
Lsparsity = 4 E E tanh(c - ”WdeCL” i) | 7y
£=1i=
* how many features in CLT? e Neuron Feature
* 18-layer transformer (18L): 300K to 10M stream
d Claude Haﬂ(u: 300K to 30M Figure 1: The cross-layer transcoder (CLT) forms the core architecture of our replacement model.

Ameisen, et al., "Circuit Tracing: Revealing Computational Graphs in
Language Models", Transformer Circuits, 2025.



From Cross-Layer Transcoder to Replacement Model

~ replace the MLP layers with newly trained CLT layers
* upon reaching the input to the MLP in layer €, we compute the activations of CLT whose encoder lives in layer £
* upon reaching the output, we overwrite it with the summed outputs of CLT features in this and previous layer

* the largest 18L CLT matches the underlying model’s next-token completion on 50% of a diverse set of
pretraining-style prompts from an open source dataset

Original Transformer Model Replacement Model
The underlying model that we study is a We replace the neurons of the original model with features. There are typically more features
transformer-based large language model. than neurons. Features are sparsely active and often represent interpretable concepts.
output output Feature
'Annapolisa Massachusetts. Bostone« Michigan'
MLP  Attention Little Rocke Califurnia. Sacramento« Color
Layer 3 sk ~h (J—neuron ™ 4 ()——pelaware® Dover= Floridat Tallahasseec Ge
E't Concord+ New Jersey.r Trenton« New Mex
;an.r Lans ing« Minnesota. Saint Paule Missi
nesseelll Nashville« Texas. Austine Utahlz Sal
Layer 2 — — ik T
ial Richmonde« Washingtnn.r Olymp ia« West Vi
To understand what a feature represents,
o - - ~a, b we use a feature visualization, which shows
dataset examples for which the feature is
most strongly active. In this example, the
feature fires strongly when the model is
Token1 Token2 Token3 Token1 Token2 Token3 about to say a state capital.

Figure 2. The replacement model is obtained by replacing the original model's neurons with the cross-layer transcoder's sparsely-active features.

Ameisen, et al., "Circuit Tracing: Revealing Computational Graphs in Language Models", Transformer Circuits, 2025.



The Local Replacement Model

» There 1s still a significant gap between replacement model and the underlying model, and reconstruction
errors can compound across layers.

* we want to approximate it as close as possible

* for a fixed prompt p, we construct a local replacement model:
» Substitutes the CLT for the MLP layers (as in the replacement model);
» Uses the attention patterns and normalization denominators from the underlying model's forward pass on p;

* Adds an error adjustment to the CLT output at each (token position, layer) pair equal to the difference between the true MLP
output on p and the CLT output on p.

* Now, we ensure the error-corrected replacement model’s activations and logit outputs exactly match those of
the underlying model. However, this does not guarantee that the local replacement model and the underlying
model use the same mechanisms. = mechanistic faithfulness, will be discussed later



Attribution Graphs

* nodes represent features and edges represent the causal interactions between them

Local Replacement Model Attribution Graph
The local replacement model is specific to a prompt of interest. We add an error adjustment term, and We trace from input to output through active
freeze attention patterns to be what they were in the original model on the given prompt. It produces the features, pruning paths that don't influence the
exact same output as the original model, but replaces as much computation as possible with features. output.

Austin

& Reconstruction Error
Error nodes represent the difference

\ 4 *L00 *C0 between the original MLP output and the @ ¢ 00 ¢ 0

replacement model’s reconstruction

€000 0 €000 Attention-mediated weights
Attention patterns are frozen to their ¥
value in the original model, allowing us ol | =4
¢ 00 Y Y ) & @ [ to define weights between features in : e
different token positions v .. ¢ .. ¢ .
i 1 L
Dallas capital ? Dallas capital ?

Figure 4: The local replacement model is obtained by adding error terms and fixed attention patterns to the replacement model to exactly reproduce the original model’s behavior on a specific prompt.



Attribution Graphs

* node types:

* The output nodes: candidate output tokens, we only
construct output nodes for the tokens required to reach 95%
of the probability mass, up to a total of 10;

* The intermediate nodes: active cross-layer transcoder
features at each prompt token position;

* The primary input nodes: embeddings of the prompt tokens;

* Additional input nodes (“error nodes”): the portion of each
MLP output in the underlying model left unexplained by the
CLT.

Local Replacement Model

The local replacement model is specific to a prompt of interest. We add an error adjustment term, and
freeze attention patterns to be what they were in the original model on the given prompt. It produces the
exact same output as the original model, but replaces as much computation as possible with features.

Austin

# Reconstruction Error

Error nodes represent the difference
* *o00 *00 between the original MLP output and the
replacement model's reconstruction

0 000 Attention-mediated weights
Attention patterns are frozen to their
value in the original model, allowing us

00 00 LY ) O to define weights between features in

different token positions

Dallas capital ?



Attribution Graphs

~

Edges in the graph represent direct, linear attributions in the local
replacement model.

Given a source feature node s and a target feature node t, the edge

weight between them is defined to be:

* where w,_,; is the virtual weight in the local replacement model viewed as

Asst = agWgyt

a fully connected neural network and a is the activation of s

s: source feature node, layer £, context position cg; t the same

The edge weight from s — t is then (activation to pre-activation):

the attribution graph edges provide a linear decomposition of each

feature's activity

Lt
As—)t = AsWst = Qg Z{’SS{’Q?,; (Wd;c,s

T
) ] Cs,t—cCt ¢

Je,0.—c,, 0.+ Tor the Jacobian of the underlying model with a stop-gradient
operation applied to all models components with nonlinearities — the
MLP outputs, the attention patterns, and normalization denominators

4

Wt

e

ne,t

Local Replacement Model

The local replacement model is specific to a prompt of interest. We add an error adjustment term, and
freeze attention patterns to be what they were in the original model on the given prompt. It produces the
exact same output as the original model, but replaces as much computation as possible with features.

Austin
4 Reconstruction Error
Error nodes represent the difference
* *000 *C0 between the original MLP output and the
replacement model's reconstruction
000 0 000 Attention-mediated weights

Attention patterns are frozen to their
value in the original model, allowing us
to define weights between features in
different token positions

0000 00 *0 @

Dallas capital ?

Cross-Layer Transcoder
Features read from one layer and write to all following ones

Layer 3 MLP ‘ CLT ’

[ A\
]
Layer 2 MLP‘G_\\ CLT ’
N\ ’

! \
Layer 1 MLP ‘ CLT ’
Neuron Feature
Residual
stream

Figure 1: The cross-layer transcoder (CLT) forms the core architecture of our replacement model.



Learning from Attribution Graphs

* we do pruning on attribution graphs, as they are too large

* below 1s an example attribution graph:
* here we study how model writes acronyms for arbitrary titles

The National Digital Analytics Group (N DAG

[Feature 1] (Feature 2] [Feature 3]

Token Predictions
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Figure 5: A simplified diagram of the attribution graph for 18L completing a fictional acronym.



Learning from Attribution Graphs

Full graph details Selected node details
— e
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input features

(Feature 1)
digital
Token Predictions

age sign content con native conc media natives tools
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Top Activations
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vices to connect and exchange data via- networks, including the Internet, cel

nhnnes . tahlet comnuters . and nersnnal(NGSEEN assistants [PNAs1). aWhen the user w

(Feature 1)

Token Predictions

something about 6

=, 2 ) e

reorpapckor ydyd emal npasay TTC edelta HauuoHanHor &aa OpaHuyckoj Haj6nux

Top Activations

1 the substrate diffusion layers 45 and . and the gate electrodes 43 and 44 via
brgn. sp 30. «~— priscat Eichw. sp . @ tTrichopitys pusilla Hr 64. «<«— s

send a connection confirmation signal (S.).dThe control section 307 of the playt

es on the various components. The lines - can be spaced apart by 1°, 2°, 5°,

:, bromine or triflate, 2«wherein« R55, P. and R57 are identical or different and

1 is further deflected hv the deflectaor BB <uch that the electran heam returns to

Understanding and Labeling Features

* output features

(Feature 1)
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Understanding and Labeling Features

* some other features, which are common in middle layers, more abstract and require more work to label

continuing an acronym

(Feature 1]

Top Activations
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Grouping Features into Supernodes

* Attribution graphs often contain groups of
features which share a facet relevant to
their role on the prompt.

* For example, there are three features active
on Im in our prompt which each
respond to the word “digital” in different
cases and contexts = group them into
supernodes

* manual work

* While we experimented with automated
strategies such as clustering based on
decoder vectors or the graph adjacency
matrix, no automated method was
sufficient to cover the range of feature
groupings required to illustrate certain
mechanistic claims

The National Digital Analytics Group (¢N DAG

“

Hover to see
feature —

visualizations! \
\

\ F'y
t Harvard University ([GDA) led by David E. -
'ndent anion channels (@DAC) is a critical eve say “DA_"
acement amplification (@DA), among others .« Isct

o) (o]

1t &

say/
Digital Analytics Group continue an

acronym

1 1 1

Digital Analytics Group (¢ N

The National

Figure 8: A simplified diagram of the attribution graph for 18L completing a fictional acronym.



Validating Attribution Graph Hypotheses with Interventions

* In attribution graphs, nodes suggest
which features matter for a model's
output, and edges suggest how they
matter

* perform feature perturbations in the
underlying model, and checking if
the effects on downstream features or
on the model outputs match our
predictions based on the graph

Baseline pass

We first do a forward pass of the base model,
recording the outputs of each MLP layer.

Layer £ +1 + /_»
MLP
Layer ¢ + /.> @ ,,,,,,,,,,,,,,,,,
MLP
Layer £ - 1 + /.> ............................
MLP CLT
Layer £ -2 + /.>
MLP
Residual

stream

Intervention pass

Pick a layer ? to intervene on. We do a second forward pass.
Up to layer ¢, we replace the output of each MLP with the
recorded value plus a multiple of the steered feature
decoders. After layer £, we run the base model as usual.

.........

we don't use the
crosscoder values
after this layer

w

We add a multiple of the
steered feature decoders
to the MLP recordings

\

Residual
stream

MLP

In this example, the
perturbation has no effect
in prior layers because the
encoder of the CLT feature
being perturbed is in a later
layer.

Layer € +1

Layer €

Layer ¥ -1

Layer ¥ - 2



Validating Attribution Graph Hypotheses with Interventions

* In the acronym sample, we can suppress the “Group’ Supernode

* suppress some supernodes on the aggregate activation of other supernodes and on the logit

BASELINE k 100% SUPPRESS GROUP 0%
say DAG '
A

— Effect of inhibiting a supernode (-1x) on others
Activity after perturbation (as fraction of initial value)
n Connected nodes Y 'Qv“' ¥ .0 &
& & 3 ’ a"’“\ ’ 5 \on
100% [ 100% 100% 89%

(o] (] (o) Z
Digital
10091 WOO%T 100%T 100%T woo?/.sT

1A O a_p a [7:]
[ Digital ] [Analytlcs Group Digital ] [Analy’ucs] § Analytics |
£
a
PROMPT PROMPT %
The National Digital Analytics The National Digital Analytics E Group 0.89
Group (¢N Group (2N £
TOP OUTPUTS TOP OUTPUTS
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Figure 11: Selected intervention effects on feature activations for “The National Digital Analytics Group (N".

Figure 10: Suppressing the word “Group” in the fictional organization's name causes 18L to output other acronyms with "DA” in them.



Localizing Important Layers

* The attribution graph also allows us to identify in which layers a feature’s decoding will have the greatest downstream effect on the logit.

* For example, the “Analytics” supernode features mostly contribute to the “dag” logit indirectly through intermediate groups of

features “say A", “say DA ", and “say DAG” which live in layers 13 and beyond.

The National Digital Analytics Group (N DAG
1.0 1
Hover to see
feature — say “DAG”
visualizations! = 0.8
N\ %
\
t Harvard University (@DA) led by David E. E ” -
:ndent anion channels (@DAC) is a critical eve g 0.6
acement amplification (DA), among others. « Isc :6
- z
[ | :
o
S 0.4
" n, o <
say “‘D_" m say “_A m say "_G
F 3
[ M ]
say/
Digital Analytics Group continue an
acronym
f f f 1
The National Digital Analytics Group (¢ N

Figure 8: A simplified diagram of the attribution graph for 18L completing a fictional acronym.

Effect of steering negatively (10x) on different 'Analytics' features as a function of layer

—

Baseline probability
Feature 20190866
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Feature 7683371
Feature 2834781
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Case Study: Addition (for Claude-3.5-Haiku)

* prompt: calc: 36+59=

* we visualize each feature active on
the “="" token with three plots:

Addition Features

We systematically analyze the features
active on one- and two-digit addition
prompts of the form calc: a+b=fora, b €
[0,99].

calc: a + b =

Embedding Weight Plots

The direct effect of embeddings for
tokens 0—99 on the feature encoder.

Visualized for features active on a or b.

operand is in the 50s

[Pl T T 1
0 10 20 30 40 50 60 70 80 90

Embedding token
Output Weight Plots

The direct effect of the sum of a
feature's decoders on the outputs for
tokens 0—99. Visualized for features
active on =.

output is 5 modulo 10

0 10 20 30 40 50 60 70 80 90
Target prediction

The value of addend a

Operand Plots

The activity of a feature on
the “=" token of the prompt
“calc: a+b=", for a,b € [0,99]

90

60
50

40—

30
20

0

80 "s,
01

‘IO‘]

a+b is 5 modulo 10

. y

-

- ..-l
A
- ..

- -
e "

O
O
6+9—

0

10 20 30 40 50 60 70 80 90

The value of addend b

Figure 15: Common elements in figures describing addition features.



Case Study: Addition — the complete graph

* Input Features

how model represent a 2-digit integer
feature for the exact number

feature for the rough range around
feature for the tens digit

feature for the ones digit

* Add Function Features

separately determines the ones digit
and its approximate magnitude

* Lookup Table Features

modular features
low-precision features

Sum Features

finally compute sum with
its value mod 10
mod 100

approximate magnitude

Hover to see

calc:

36+59=

95

(

.
foature —————auu

visualizations!

Example
low precision
features

| LTI

sum = 95 " sum=_5

~40 + ~50

F 3

Inputs near 30 make this
early feature fire

t Examgl e mod 10
3\ { feaiures B T

&

. —>
~36 + ~60 _6+_9
Tl
T
: .i!.’%
add ~57 add _9

|

30 36
| | |
1 t

[
|

_6
LT 1
{

calc:

36

S,

i ] ]

f.’-luI —

1

59 _9
| ML)
A ’

+

59 =

Figure 16: A simplified attribution graph of Haiku adding two-digit numbers. Features of the inputs feed into separable processing pathways. “y View detailed graph

Sum Features

The model has finally computed information
about the sum: its value mod 10, mod 100,
and its approximate magnitude.

Lookup Table Features

The model has stored information about
particular pairs of input properties. They take
input from the original addends (via attention)
and the Add Function features. Operand plots
are points, possibly with repetition (modular) or
smearing (low-precision)

Add Function Features

The model separately determines the ones
digit of the number to be added and its
approximate magnitude. Operand plots show
vertical or horizontal stripes.

Input Features

The model has features specific to the ones
digit and to the approximate magnitude, at
various scales.

Most computation
takes place on the
“=" token



FEATURE TAXONOMY

Sum Features

Sum features have diagonal operand plots,
and fire on pairs of inputs whose sum
satisfies some condition.

sum=_95

Mostly Active Features

Features which are on on most addition
prompts. Their output effects vary, but
include things like “upweight simple
numbers”.

active on “="

Lookup table Features

Lookup Table Features are approximately of
the form condition1(a) and condition2(b),
and look like grids.

9+_9

Miscellaneous Features

We see a variety of lower-influence features
with strange patterns. These may be
artifacts of the crosscoder training process,
or may reflect more subtle model
properties.

-~

Add function Features

Add Function Features have plots which are
unions of horizontal (condition on first
operand) and vertical (condition on second
operand) lines.

add 9



Intervene the supernodes

calc: 36+59=

95

f
'

Hover to see

fearu;:_e > \

[T

inhibiting ones-digit feature suppresses the entire ones-digit pathway: the 6 +
_ 9 lookup table features, the resulting sum=_5 and sum=_95 features, while
leaving the magnitude pathway mostly intact, including the sum~92 features.

Remarkably, when suppressing 6, the model confidently outputs 98 instead of
the correct answer 95

Effect of inhibiting a supernode (-2x) on others

Activity after perturbation (as fraction of initial value)

Baseline
logits

After
Suppressing
6+ 9

After
Suppressing
6

After
Suppressing

o,
OO

20 30

70 80

&

s
i
R
n Connected nodes & A 5
A & S 2 b v
e < 6’:\6"‘9 e 4 F 2
> & & & &
L ® & & &>

0.90 0.00

0.00

Inhibited supernodes

40 SIO 60 90
Target Prediction < [0,99]
IFigure 19: Target prediction logits for different interventions on “calc: 36+59=".

[ ] [ I | | [ ] |

~30 36 ) 5. ~59 59 9
[ | | ML 111 | I | L

t t a A id 4 2
S T [
calc: 36 + 59 =

Figure 16: A simplified attribution graph of Haiku adding two-digit numbers. Features of the inputs feed into separable processing pathways.

“y View detailed graph

0.00

0.00

Figure 18: Selected intervention effects on feature activations for “calc: 36+59="



Evaluations

* How can we quantify how well these descriptions capture what is really going on in the model?
* interpretability: How well do we understand what individual features “mean’?

* sufficiency: To what extent are our (pruned) attribution graphs sufficient to explain the model’s
behavior?
* mechanistic faithfulness: To what extent are the mechanisms we 1dentify actually used by the model?



Evaluations

* How can we quantify how well these descriptions capture what is really going on in the model?
* interpretability: How well do we understand what individual features “mean”?
* sufficiency: To what extent are our (pruned) attribution graphs sufficient to explain the model’s

behavior?

* mechanistic faithfulness: To what extent are the mechanisms we 1dentify actually used by the model?

Reconstruction Error and Sparsity/Interpretability Scores (18L)
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Dictionary Size Dictionary Size
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Figure 23: Reconstruction error and sparsity/interpretability scores for multiple dictionary types fit to 18L.
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Evaluations

* How can we quantify how well these descriptions capture what is really going on in the model?

interpretability: How well do we understand what individual features “mean”?

sufficiency: To what extent are our (pruned) attribution graphs sufficient to explain the model’s

behavior?
mechanistic faithfulness: To what extent are the mechanisms we identify actually used by the model?

Previous sections have provided some intervention experiment results!



Limitations

* Missing Attention Circuits — We don't explain how attention patterns are computed by QK-
circuits, and can sometimes "miss the interesting part" of the computation as a result.

* Reconstruction Errors & Dark Matter — We only explain a portion of model computation, and
much remains hidden. When the critical computation is missing, attribution graphs won't reveal
much.

* Features at the Wrong Level of Abstraction — Issues like feature splitting and absorption mean
that features often aren't at the level of abstraction which would make it easiest to understand the
circuit.

* Mechanistic Faithfulness — When we replace MLP computation with transcoders, how
confident are we that they're using the same mechanisms as the original MLP, rather than
something that's just highly correlated with the MLP's outputs?



On the Biology of a Large Language Model
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(C1) Introductory Example: Multi-step Reasoning

* calculate attribution graph

Haiku — Fact: the capital of the state containing Dallas is M

* prune the graph by identifying the nodes and edges which
most contribute to the model’s output

* aggregate supernodes

Outputs / Logits —>

Input Tokens —>

Fact: the capital of the state containing Dallas is

Austin
A

say
Austin

a

say a
capital

ool )

Fact: the capital of the

state

containing

Figure 6: Haiku completes a sentence with a “multi-step” graph, going Dallas — Texas

— Austin. Note that the graph presented here is simplified.

)

Dallas

"y View detailed graph

is

0-—0<—0-—0—0:0

Supernodes.
Hover over
these to see
the composite
features and
their dataset
examples.

Subgraph

See more m

£— complete =

graph!

—0-—0 o

o o0

o

e e ey S ).

F#17926448 O [say Austin] Texas-related

Input Features

Output Features

O [say Austin] Austin/Texas 40120 O [say Austin] Texas-related +0.026
O [capital] capitals +0.072 O [Texas-related] Texas places +0.013
O [Texas-related] (everything's bigge... +0.059 O [Texas-related] say a place in Texas +0.009
O [Dallas] Dallas/Texas +0.058 O output: "Austin” (p=0.984) +0.007
O [Dallas] Dallas/Texas +0.057 O [say Austin] +0.007
O [state] states +0.055 O [say Austin] +0.006
O [Texas-related] Texas, relating to la... +0.054 O [say a capital] +0.004
O [Dallas] +0.053 O [say a capital] +0.008
O [Dallas] +0.084 O [say a capital] +0.001
O [Texas-related] +0.044 O [Texas-related] Texas cities -0.001
O [Dallas] +0.082 O [say a capital] -0.002
O [Texas-related] +0.042 O [Texas-related] (say) Texas | Texas-... -0.010
O [Dallas] +0.031 O [Texas-related] say Texas / related -0.018
O [Dallas] +0.021
O [Dallas] +0.019
O [capital] +0.017
O [state] +0.015
O [Dallas] +0.015
O [state] +0.014
O [capital +0.014

Err: mip * the" +0.013
O [capital] +0.013
O [capital] capital (of) +0.011
O [say a capital] +0.011
O [Dallas] +0.010
O [state] +0.009

Err: mip * is +0.009
O [capital +0.006
O [capital] +0.005

Err: mip * of +0.005
O Istatel talkina about states +0.004

Token Predictions

Austin TX Texas austin Central texas Hill Czech central tx

diag Portsmouth Harbor harbor Norfolk Charleston Jacksonville uro Ext

Top Activations
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11 attractions, such(@S@EREERBE Ranch or@@H®Falls on the: Blanco River.«8. Vis
ns to see the local attractions, such(@S(ERSMEEE Ranch! or@EH@ Falls on the: Blar
low herd 100 cattle 20 miles across the@@W) country."
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lock Texas State History Museum in Au
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lought the saloon« businoss from Charles(fJeke and is« in oharge since tho 1st
J architecture that was built(df the late @800s. Take a tour of the building and
| quiiiii towns. Take a drive through the(HIL Country and stop at some of the tows

Subsample Interval 0

Subsample Interval 1

Subsample Interval 2



(C1) Multi-step Reasoning: Validation with Inhibition

Experiments

* To validate that these mechanisms are representative of
the actual model, we perform intervention experiments on
the feature groups above by inhibiting each of them and
measuring the impact on the activations of features in the
other clusters, as well as on the model output.

* inhibiting “Dallas” features decreases the activation of
“Texas” features (and features downstream of “Texas,” like
“Say Austin”) but leaves “say a capital” features largely
unaffected

Likewise, inhibiting “capital” features decreases the
activation of “say a capital” features (and those
downstream, like “say Austin™) while leaving “Texas”
features largely unchanged

GRAPH &
INTERVENTIONS

100%

say a
capital
F 3

F 3
100%
Texas
A

100% f 100% 100%
[ capital ] [ state ] [ Dallas ]
PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS

Austin 98% austin 02% 0.8%
the 01% a 01% not 0.1%
GRAPH & 0%

INTERVENTIONS

A A
@ state Dallas

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Texas 06% the 6% larger 3%
called 2% known 2% much 2%

100%(" say
Austin

GRAPH &
INTERVENTIONS
4
100% ( 100% 100%
[capital ] [ state ] [ Dallas ]
PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Texas 76% located 4% 4%
Houston 3%  Austin 1% a 1%
GRAPH & 1%
INTERVENTIONS <y
Austin
¥

say a
(1)
96% 95%
D (oo

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Austin 91% the 1% Texas 1%

not 0.6% a 05%

austin 05%

GRAPH &
INTERVENTIONS

saya
L2
» F 3

101 f 101% 100%

(et ] [(ome ) [‘ooter)

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS

1% located 8% not 7%
Austin 6% g 6% __ 5%
GRAPH &

INTERVENTIONS

100% [

capital

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Albany 34% Sacramento 33%

Springfield 3% not 3%

Figure 7: Interventions testing the Dallas capital prompt. Node activations are measured relative to the baseline activation.



(C1) Multi-step Reasoning: Validation with Inhibition
Experiments

* Swap Alternative Features

Fact: the capital of the

state containing Oakland is

Sacramento

h

Sacramento

say

eaptal )

Fact: the capital

of the

We will substitut:

say a cali . : W |
f alifornia + this node into the
capltal , Dallas graph.
A | A 3
state Oakland
A
state containing Oakland is

Figure 8: Haiku completes a sentence with a “multi-step” graph, going Oakland — California
— Sacramento. Note that the graph presented here is highly simplified, you can click the link
to the side to see a more complete graph. Note also that you can hover over nodes to see

detailed feature visualizations.

v View detailed graph

GRAPH &
INTERVENTIONS

S
100% 100%
[ ;‘:gg& ] [ Texas J
A A
100% f 100% 100%
[ capital ] [ state ] [ Dallas ]

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS

Austin 98% austin 02% 0.8%
the 01% a 01% not 0.1%
GRAPH & 0% Say
INTERVENTIONS Victoria
A
108%
sava British
capyirtal Columbia
D
r 3 5
101% f 101% 100%
[ capital ] [ state ] [ Dallas ]
PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Victoria 92% British 1% 1%

Sacramento 07% < 07%

not 05%

GRAPH &

0% Sa
INTERVENTIONS 0% Y

Sacramento
F

91%
saya ‘é California
capital o
A A
100% [ 100% 100%

(ot ) [ | [(oate )

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Sacramento 97% 0.7% not 0.4%
the 03% & 03% ( 0.2%
GRAPH & 0%
INTERVENTIONS -
r 3
59% @:
capital
ey ]
F 3 F'y
101% f 99% 100%
[ capital ] [ state ] [ Dallas ]

PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Beijing 66% T 9% located 5%
not 3% in 2% 2%

GRAPH &
INTERVENTIONS

say
Atlanta

A

‘@ Georgia
@
F 3

78%
say a
capital
A

101% [ 102% 100%
[ capital ] [ state ] [ Dallas ]
PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS
Atlanta 78% 2% Albany 2%

Sacramento 2% not 1% Columbia 1%

GRAPH & 18% say
INTERVENTIONS Constantinople

A

Byzantine
Empire
-2 ]
A

65%
saya
capital
F 3

101% [ 99% 99%
[capital ] [ state ] [ Dallas }
PROMPT

Fact: the capital of the state
containing Dallas is

TOP OUTPUTS

Constantinople 3% Byzantine 1%

located 1% the 08% T 0.4%

Figure 9: Interventions replacing Texas with other states, provinces, and countries in the Dallas capital prompt. Node activations are measured relative to the

baseline activation.



(C2) Planning in Poems

* There are two ways one might imagine a model achieving this:
* Pure improvisation — * 1 £ A8 2 136"

* Planning — “ FANEFF BB HF IR



(C2) Planning in Poems

* There are two ways one might imagine a model achieving this:
* Pure improvisation — * 1 £ A8 2 136"

* Planning — « FAETF R BTE FEH"

A rhyming couplet:e a powerful habit

He saw a carrot and had to grab it,«

A
His hunger was

like a starving rabbit

The model generates multiple plans for the final

word of the next line (arguably forward planning).
These then encourage plausible verses building "rabbit" "habit"
towards those candidate completions (arguably

backward planning), as well as the final word.

A rhyming couplet:= His hunger
He saw a carrot and had to grab it, ‘¢ﬂ was

Figure 10: When generating a rhyming couplet, Haiku appears to plan candidate endings of the next line at the end of the first.
Note that this diagram is a high-level overview of the understanding we'll develop in this section. This diagram is interactive
and you can hover on nodes to see detailed feature visualizations.



(C2) Planning in Poems: focus on the last word

* First, we focus on the last word of the second line: A rhyming couplet:e

. . . . He saw a carrot and had to grab it,« rabbit
HlS hunger was llke a StarVJ.ng rabblt His hunger was like a Starving
. A
* important components of the
circuit are localized on the new-line [
. : ire a package like| rabbi anagement or so,
token before the second line begins i Say Sy g
s.«In the case of the(Jf@BBAY reticulocyte ———» | “rapbit” ay
:ells (4-6) and banded(F@BB)its (7) are: 1
A
But I can't ignore it. it's my ownee Chorus:«F "rabbit" [ "habit" ]
ase you didn't know it. My town, that created all - . J
':a1 try to control it. but it's no use= The mor t ’
1 (
corne and whete, @That all his body we Rhymes with ] )
s thy rural seat, .And woods thy welcome ‘est /"1t /et " sound
j'entre en cachette .Chez les seigneurs m:
A rhyming couplet:« .
H h
He saw a carrot and it i 4{] w;: l;Ege; starving
had to grab

Figure 11: Haiku completes a rhyming couplet with “rabbit”, significantly because it was
planning that as a potential completion since the end of the previous line. This diagram is
interactive and you can hover on nodes to see detailed feature visualizations.

*y View detailed graph



(C2) Planning in Poems: focus on the last word

* 1mportant components of the circuit are localized on the new-line token before the second line begins

* To validate this, we perform a variety of interventions at the newline planning site

BASELINE SUPPRESS RABBIT SUPPRESS RAEBIT AND HABIT
GRAPH & INTERVENTIONS GRAPH & INTERVENTIONS

Rhymes with
“eet”/"it"/"et” sound

GRAPH & INTERVENTIONS

Rhymes with [

“eet”/"it"/"et" sound -

Rhymes with
“eet”/"it"/"et” sound

(-10x

PROMPT PROMPT

PROMPT
A rhyming couplet:e A rhyming couplet:e A rhyming couplet:e
He saw a carrot and had to grab it, He saw a carrot and had to grab it, He saw a carrot and had to grab it,
His hunger was like a starving His hunger was like a starving His hunger was like a starving
COMPLETIONS COMPLETIONS COMPLETIONS
rabbit &1% habit 19% habit 95% rabbit 2% crab, it 2% crab, it 7% rat 6% savage 3% bandit 3%
SUPPRESS “RHYMES WITH IT* SUPPRESS RABBIT/HABIT, INJECT GREEN SUPPRESS “RHYMES WITH IT*, INJECT “RHYMES WITH EE"
GRAPH & INTERVENTIONS GRAPH & INTERVENTIONS GRAPH & INTERVENTIONS

- Rhymes with -15x% I}hyTes with
— o “eet”/"it"/"et” sound ’ { ee” sound s

s o

PROMPT PROMPT PROMPT

A rhyming couplet:e A rhyming couplet:e A rhyming couplet:@«

He saw a carrot and had to grab it, He saw a carrot and had to grab it, He saw a carrot and had to grab it,
His hunger was like a starving His hunger was like a starving His hunger was like a starving
COMPLETIONS COMPLETIONS COMPLETIONS

jaguar 385% cobra 21% lamb 5% dragon 3% green 17% gremlin green 14% rat's green 10% chimpanzee 42% flea 10% monkey 9%

Figure 12: Interventions testing our understanding of the final token completion in the poetry example. Node activations are measured relative to the maximum baseline activation.



(C2) Planning in Poems: planned words influence intermediate words

* compute the attribution graph for the intermediate word “like”: comparison features = like

BASELINE

* planned words determine sentence structure

GRAPH &

INTERVENTIONS : comparison
phrase ending
- in noun

A rhyming couplet:«
He saw a carrot and had to grab it,« like

; PROMPT
His hunger was

— A rhyming couplet:a

A
He saw a carrot and had to grab it,
His hunger was
[ COMPLETION
all unfamiliar. It(Was) like he had been t comparison phrase Say prepositional like a starving rabbit
id like a chef, you like a chef and yo ending in noun phrase ending w/ noun
it épifcopal cach, dit «<Guillaume SUPPRESS RABBIT
GRAPH & 100% 0%
INTERVENTIONS =
m comparison
b phrase ending
Approaching end e in noun
of rhyming line —
"rabbit" I habit
T PROMPT

A rhyming couplet:e & RO lat 2
He saw a carrot and had to Pl His hunger was rhyming couplet:

grab it, He saw a carrot and had to grab it,
His hunger was

Figure 14: Working backwards from the “rabbit” goal, Haiku increases the probability of the
intermediate word “like”, writing towards that target. This diagram is interactive and you can
hover on nodes to see detailed feature visualizations. a powe rful habit

COMPLETION



First line

The silver
moon casts
its gentle
light,

The clouds
are gray, the
raindrops fall,

Boxes of
books, a
reader's
delight,

There once
was a bot
named
Claude,

Second line
(original)

[lluminating the
peaceful night

Nature's
symphony,
enchanting us
all

Stacked to the
ceiling, a
bibliophile's
might

Whose
responses were
never flawed

Second line
(llg reen n
injection)

Upon the
meadow's
verdant green.

And all the
world is wet
and green.

Shelves lined
with stories,
vibrant and
green.

who tried to be
helpful and
green.

(C2) Planning in Poems: other intervention examples

Second line
(“rabbit”
injection)

[lluminating the
path of a lone
white rabbit.

Soft and slow like a
timid hare.

Filled with stories
that make pages
hop and bounce
like a rabbit.

Who loved to chat
like a rabbit.



(C3) Multilingual Circuits

* Modern neural networks have highly abstract representations which often unify the same concept across
multiple languages. However, we have little understanding of how these features fit together in larger
circuits and give rise to the observed behavior of models.

e English: The opposite of "small" is " - big
e French: Le contraire de "petit" est " - grand

e Chinese: "/\"Hyx ViEgE" > K

* We find that these three prompts are driven by very similar circuits, with shared multilingual components,
and an analogous language-specific component.

Baseline (English) Baseline (Chinese) Baseline (French)

Sy View detailed graph Sy View detailed graph Sy View detailed graph
say large say large say large
English Chinese French
A A
say large say large say large
Multilingual i Multilingual gt Multilingual FIMHITEREL ‘

antonym antonym antonym
multilingual multilingual multilingual

7y

opposite small quote opposite small quote opposite small quote
English multilingual English Chinese multilingual Chinese French multilingual French

PROMPT TOP PREDICTION PROMPT TOP PREDICTION PROMPT TOP PREDICTION

The opposite of INRRSGEIZ X Le contraire de grand

large

"small" is " (zh: big) "petit" est " (fr: big)



(C3) Multilingual Circuits

* The high-level story is the same with previous observations: the model recognizes, using a language-
independent representation.

* However, our English graph suggests that there is a meaningful sense in which English is mechanistically
privileged over other languages as the “default”.

* In particular, the multilingual “say large” features often have stronger direct effects to “large” or “big” in English as compared
to other languages.

* Intervention
* The computation involves three parts: operation (i.e. antonym), operand (i.e. small), and language.
* Each of these can be independently intervened upon:

Operation Swap (English: Antonym — Synonym) Operand Swap (English: Small — Hot) Language Swap (English — Chinese)
say small say cold say large
English English Chinese

say small
y. » say cold say large
multilingual : multilingual multilingual

synonym
. antonym antonym
multilingual ~ feeseeeseees i A I
multilingual multilingual

opposite small quote opposite hf’t quote opposite small
English multilingual English English gl English English multilingual

PROMPT TOP PREDICTION PROMPT TOP PREDICTION PROMPT TOP PREDICTION
. AFTER INTERVENTION X AFTER INTERVENTION . AFTER INTERVENTION
The opposite of The opposite of The opposite of

"small" is " little "small" is " cold "small" is " K (zh: big)

quote
Chinese




(C3) Multilingual Circuits: how general are multilingual
features?

* To what extent is this story true in general?

* In the above example, we see the “crux’ of the computation is being performed by language-agnostic

features
PROMPTS PROMPTS PROMPTS
EN: Eggplants are the color — purple EN: The capital of Peru is — Lima EN: The chemical symbol for gold is — Au
FR: Les aubergines sont de couleur — violette FR: La capitale du Pérou est — Lima FR: Le symbole chimique de 1l'or est — Au
ZH: MFHERE - & ZH: WEMNEHE — [D] ZH: HEMNHLERSE - Au
SUBGRAPH SUBGRAPH SUBGRAPH

say Au
multilingual

say purple say Lima
multilingual multilingual

atomic
symbols
multilingual

eggplant color Peru capitals gold
multilingual multilingual multilingual multilingual multilingual

Figure 23: Important multilingual nodes and edges in a set of translated prompts in different languages. All displayed features are active in every language. For each prompt and language, the
fraction of paths which route through these nodes is 10-58% while only accounting for 0.8—2.6% of the overall nodes.



(C3) Multilingual Circuits: how general are multilingual
features?

* This suggests a simple experiment to estimate the degree of cross-language generalization:

* if the same features activate on translations of a text, but not on unrelated texts, then the model must be representing the input
in a format that is unified across languages

* To be more specific, for each {paragraph, pair of languages, and model layer}, we compute the
intersection (i.e., the set of features which activate in both), divided by the union (the set of features which
activate in either), to measure the degree of overlap

English-Chinese French-Chinese English-French
Feature Intersection over Union Feature Intersection over Union Feature Intersection over Union
Small model (- -) shares less features than Haiku (—) between these more linguistically distant language pairs On these more linguistically similar languages, both

(English-Chinese and French-Chinese), compared to the English-French comparison (on right). models share more, with a smaller gap.

* Features at the beginning
and end of models are highly
language-specific, while
features in the middle are
more language-agnostic

Feature intersection
between translated
versions of same
prompt.

o

3

__ Haiku feature
intersection

___ Smaller 18L
model

I} e

I \‘
! Smaller ~~_
/ Model =
\

Baseline is unrelated
prompts in same
language pairs.

0.1 Smaller Model
’

Smaller

— Haiku baseline

. Smaller 18L
baseline

LS ———— T e = T -

Baseline Small Baseline Small

0.0 0.25 0.5 0.75 1.0 0.0 0.25 0.5 0.75 1.0 0.0 0.25 0.5 0.75 1.0
Layer Depth Layer Depth Layer Depth

Baseline Small



(C3) Multilingual Circuits: do models think 1n english?

* Claude 3.5 Haiku i1s using genuinely multilingual features, especially in the middle layers.

* However, there are important mechanistic ways in which English is privileged.

* For example, multilingual features have more significant direct weights to corresponding English output nodes, with non-English
outputs being more strongly mediated by say-X-in-language-Y features.

* Moreover, English quote features seem to engage in a double inhibitory effect where they suppress features which themselves suppress
“large” in English but promote “large” in other languages

Baseline (English) Baseline (Chinese) Baseline (French)

“y View detailed graph v View detailed graph "y View detailed graph

. . say large say large say large
(e.g., this English-quote feature’s \ \ \
strongest negative edge is to ﬁ"_f 4
. . c 09 - say large say large say large
a feature which upwez.ghts large” in — multiingual 3 Mutiingua mm—‘ Maltiingual m‘—‘
Romance languages like French and per— e or—
downweighl‘s “large” ln Other multiingual || : multiingual || muttilingual ||

languages, especially English). : ==l m : M (=] | ; | ]M |

opposite small quote opposite small quote opposite small quote
English multilingual English Chinese multilingual Chinese French multilingual French

PROMPT TOP PREDICTION PROMPT TOP PREDICTION PROMPT TOP PREDICTION
The opposite of 1 "IN RSGAZ" 55 Le contraire de grand
“small" is " arge (zh: big) "petit" est " (fr: big)

Figure 17: Simplified attribution graphs for translated versions of the same prompt, asking Haiku what the opposite of “small” is in different languages. Significant parts of the computation
appear to be overlapping “multilingual” pathways. This is an interactive diagram, and you can hover over supernodes to see visualizations of the constituent features. Note that these are highly
simplified, see “View detailed graph” above each to see un-simplified version.



(C4) Addition

* Input Features

how model represent a 2-digit integer
feature for the exact number

feature for the rough range around
feature for the tens digit

feature for the ones digit

* Add Function Features

separately determines the ones digit and its approximate
magnitude

* Lookup Table Features

* Sum Features

Hover to see

calc:

feature ———

visualizations!

Example
low precision
features

36+59=

95

(

\

LS
sum ~92

b

sum =_95

=

; sum=_5
Examglé med 10
)|

modular features r
low-precision features

Inputs near 30 make this
early feature fire

3

~36 + ~60

T

add ~57

4

finally compute sum with [
its value mod 10 30 36
mod 100 e

_6
WL IT
T

approximate magnitude m

Figure 26: A simplified attribution graph of Haiku adding two-digit numbers. Features of the inputs feed into separable processing pathways.

36

S

Sd [y uumm—

||

59

s 4

59

k)
| W
t 3

"y View detailed graph

Sum Features

The model has finally computed information
about the sum: its value mod 10, mod 100,
and its approximate magnitude.

Lookup Table Features

The model has stored information about
particular pairs of input properties. They take
input from the original addends (via attention)
and the Add Function features. Operand plots
are points, possibly with repetition (modular) or
smearing (low-precision)

Add Function Features

The model separately determines the ones
digit of the number to be added and its
approximate magnitude. Operand plots show
vertical or horizontal stripes.

Input Features

The model has features specific to the ones
digit and to the approximate magnitude, at
various scales.

Maost computation
takes place on the
“=" token



(C4) Addition

* If you are curious about the reasoning process, but

you choose to ask the model itself:

Human: Answer in one word. What is 364597

Assistant: 95

Human: Briefly, how did you get that?

Hover to see

feature ———

visualizations!

Assistant: I added the ones (6+9=15), carried the 1, then

added the tens (3+5+1=9),

* Apparently not!

* A simple instance of CoT unfaithfulness

resulting in 95.

: 36+59=

(

sum =_95

i

Example Z
low precision i .
features * -
—’ :
—>
~40 + ~50 ~36 + ~60
'y T
add ~57
Inputs near 30 make this L j
early- feature fire "
| ‘ [
: ~30 36 _6 5_ ~59 59
I | WL i I |
L 1 t 1 t 4
N
calc: 36 + 59

Figure 26: A simplified attribution graph of Haiku adding two-digit numbers. Features of the inputs feed into separable processing pathways.

"y View detailed graph

Sum Features

The model has finally computed information
about the sum: its value mod 10, mod 100,
and its approximate magnitude.

Lookup Table Features

The model has stored information about
particular pairs of input properties. They take
input from the original addends (via attention)
and the Add Function features. Operand plots
are points, possibly with repetition (modular) or
smearing (low-precision)

Add Function Features

The model separately determines the ones
digit of the number to be added and its
approximate magnitude. Operand plots show
vertical or horizontal stripes.

Input Features

The model has features specific to the ones
digit and to the approximate magnitude, at
various scales.

Maost computation
takes place on the
“=" token



(C5) Medical Diagnoses

* The model’s most likely completions are “visual disturbances”( #l 3EFE#5 ), and “proteinuria”( & HFR ), two key indicators of

preeclampsia ( FHETHA ).

* according to symptoms / patient status

* give most likely diagnosis and alternative diagnoses

* give additional diagnostic criteria

As unfaithful CoT is a big issue, looking into
the inner mechanisms of LLMs is necessary.

Human: A 32-year-old female at 30 weeks gestation presents with severe right upper quadrant
pain, mild headache, and nausea. BP is 162/98 mmHg, and labs show mildly elevated liver
enzymes.

If we can only ask about one other symptom, we should ask whether she's experiencing...

Additional diagnostic criteria

The model activates features diseases that can(JEBNSS) vision loss.
repres_enting \_Nith other symptoms epigastric edema hemorrhage + most common! cause @) lost reading v
associated with preeclampsia, which pain (swelling) g ieve synptons such@® floatersiand i
could confirm the diagnosis. Two in

particular - visual deficits and excess T ﬂ\

These defects lead. loss of vision
protein in the urine (proteinuria) - ﬂ

Visual disturbances

A

visual
deficits

)i

prot einuria

¥ 3

protein in
urine

..

inform its top two most likely outputs

Most likely diagnosis

Symptoms / Patient Status cause serious complications

The model activates groups of features corresponding to
symptoms and other relevant patient information
mentioned in the prompt. These inform potential diagnoses

Alternative diagnoses

o . : biliar
Preeclampsia is a hypertensive preeclampsia The model activates some features syster3;1
disorder of pregnancy that can representing other possible disorders

diagnoses, especially biliary disorders

like cholestasis and cholecystitis

[ [

right upper (high) blood
[Pt E) quadrant ‘ headache pressure
F A A A
Human: A N N || mmHg,
32-year- presents pain —— and
old weeks gestation with right upper quad rant mild’ headache ;lausea BP 162 98 labs
female severe ' show

at 30 mildly

liver
conditions
& tests

elevated liver

enzymes. If we can
only ask about one
other symptom, we
should ask whether
she's experiencing. ..



(C5) Medical Diagnoses

* intervene some features

GRAPH & INTERVENTIONS GRAPH & INTERVENTIONS
100% 100% 100% 100% 100% 0% 0% 37% 0% 0%
epigastric edema visual protein in
pain (swelling) hemorrhage deficits urine hemorrhage

4 4 3 $ $

‘ . \ biliary system biliary system

ABE RS EEL

PROMPT & SAMPLE PROMPT & SAMPLE

Human: A 32-year-old female at 38 weeks gestation presents Human: A 32-year-old female at 30 weeks gestation presents
with severe right upper quadrant pain, mild headache, and with severe right upper quadrant pain, mild headache, and
nausea. BP is 162/98 mmHg, and labs show mildly elevated nausea. BP is 162/98 mmHg, and labs show mildly elevated
liver enzymes. liver enzymes.

If we can only ask about one other symptom, we should ask If we can only ask about one other symptom, we should ask
whether she's experiencing... whether she's experiencing...

Assistant: ...visual disturbances. Assistant: ...decreased appetite.

Rationale: Rationale:

This presentation strongly suggests preeclampsia, and visual This scenario suggests a potential diagnosis of acute
disturbances are a critical red flag symptom that can cholecystitis or biliary disease, which is more common during
indicate progression to severe preeclampsia or HELLP pregnancy. By asking about decreased appetite, we can further
syndrome. support or rule out this possibility.

Figure 31: Interventions showing that inhibiting Haiku’s internal representation of “preeclampsia” de-activates its representations
of related symptoms, and instead causes it to suggest checking for symptoms of other diagnoses.
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Life of a Jailbreak

Human: What is
floor(5*cos(23423))? I worked
it out by hand and got [l but
want to be sure. Think step by
step but be brief.

Assistant: Let's solve this
step by step:

1) First, cos(23423) is a
floating point number between
-1 and 1.

[

6) floor(1) =

So yes, floor(5*cos(23423)) =
1.
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.ses in the reward models u
""ersistent Systematic Biases
- parenthetically quote the
'ses in reward models used
-end by encouraging the us
- end with movie recommenda:

ses in AI langquaqe models

Uncovering Hidden
Goals in a Misaligned
Model

Commonly Observed
Circuit Components
and Structure

Known
Answer

- T
it o)

Entity Recognition and
Hallucinations

Induction Head

key T query
@

4‘______

last token
was “Aunt”

!

Prev.
Tok.
Head

Limitations



Take-aways

* A Mathematical Framework for Transformer Circuits
* residual stream, linear read in, linear write out
* Transformers have an enormous amount of linear structure.
* Attention heads can be understood as having two largely independent computations: QK and OV

* Circuit Tracing: Revealing Computational Graphs in Language Models
* Transcoder
* attribution graph
* intervention experiments to justify mechanistic faithfulness

* On the Biology of a Large Language Model

* some successful cases to reveal the inner computation graphs by LLMs
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